




Data Modernization 
to Azure

Azure SQL 

Database
Azure SQL 

Data Warehouse

Azure Database 

for PostgreSQL

Azure Database 

for MySQL

Intelligent

Advisors, tuning, 

monitoring

Flexible

Independent scaling of 

compute & storage, 

resource governance

Trusted

HA/DR, backup/restore, 

security, audit, isolation

Database Services Platform 

Azure compute

Azure storage

Azure Database 

for MariaDB

GEO Replication

Globally Available in 54 Regions



Ingest Prepare Transform & 

Enrich
ServeData Source

Azure Data Factory 

Azure Synapse 

Analytics (formerly 

Azure SQL Data 

Warehouse)

1st Party
Data Collected and Owned 

by your Organization

2nd Party

Data Owned by 

Partner but Shared 

with your Organization

3rd Party

Data Generated and 

Owned by others (No PII 

linked)

Azure Data Factory 

Visualize

Modern Data Platform

STORE

Data Source

On-premises data

Cloud data

SaaS data

Azure Data Factory 

Azure Synapse Analytics

Stream Analytics



MICROSOFT ’S APPROACH TO OPEN SOURCE

Open source partners and ecosystem

Integrate

Embracing leading ecosystems, 

increase agility and offer consistent 

open source offerings

Release

Support a strong ecosystem to 

achieve more through Microsoft’s 

own portfolio investments

R Server

.NET Core

Roslyn

TypeScript

F#

PowerShell

VS Code

PowerBI Visuals

Office UI Fabric

MSR projects

Enable

An open and flexible platform that 

meets you where you are and adds 

value to your existing investments

Contribute

Extend the community and reach 

to more people, and partner for 

first-class experiences
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Learn more about MySQL

Learn more about PostgreSQL

Learn more about MariaDB

https://azure.microsoft.com/en-us/services/mysql/
https://azure.microsoft.com/en-us/services/postgresql/
https://azure.microsoft.com/en-us/blog/mariadb-postgresql-and-mysql-more-choices-on-microsoft-azure/?


Learn more about PostgreSQL

https://azure.microsoft.com/en-us/services/postgresql/






Documentation

Product Page

ADF Videos

Azure Data Factory Blog

https://docs.microsoft.com/en-us/azure/data-factory/concepts-pipeline-execution-triggers
https://azure.microsoft.com/en-us/services/data-factory/
https://channel9.msdn.com/Tags/azure-data-factory
https://azure.microsoft.com/en-us/blog/tag/azure-data-factory/


http://www.azurecosmosdb.com/


Use key-value, graph, and 

document with a schema-

agnostic service

Independently and 

elastically scale storage 

and throughput

Choose from five defined 

consistency levels

Guaranteed 

single-digit 

latency

Elastic scale-out Choice of 

consistency

3

Enterprise-level 

SLAs

Multi-model 

+ multi API

1st and only database 

with turnkey global 

distribution capability

Industry-leading 99.999 

SLAs 

<10ms read and write 

requests at 99th percentile 

with money-back guarantee

Global 

distribution

Save up to big with Azure Cosmos DB reserved capacity pricing



Data Source Visualize

Azure Synapse Analytics

STORAGE

On-premises data

Cloud data

SaaS data

Web data

Devices & 

Sensors | Events

Data Lake ODS

Azure Data Factory 

Synapse Pipeline

Stream Analytics

SQL Python .NET Java Scala R

Integration

Languages

PolyBase

Third Party





A fast, easy and collaborative Apache®  Spark™ based analytics platform optimized for Azure

Best of Databricks Best of Microsoft

Designed in collaboration with the founders of Apache Spark 

One-click set up; streamlined workflows

Interactive workspace that enables collaboration between data scientists, data engineers, and business analysts. 

Native integration with Azure services (Power BI, SQL DW, Cosmos DB, Blob Storage)

Enterprise-grade Azure security (Active Directory integration, compliance, enterprise -grade SLAs)



Azure Databricks key audiences & benefits

Unified analytics platform

Integrated workspace

Easy data exploration

Collaborative experience

Interactive dashboards

Faster insights

• Best Spark & serverless

• Databricks managed Spark

Improved ETL performance

• Zero management clusters, serverless

Easy to schedule jobs

Automated workflows

Enhanced monitoring & troubleshooting

• Automated alerts & easy access to logs

Zero Management Spark

Cluster democratization (serverless)

Fast, collaborative analytics platform 

accelerating time to market

No dev-ops required

Enterprise grade security

• Encryption

• End-to-end auditing

• Role-based control

• Compliance

Data scientist Data engineer CDO, VP of analytics

Provided by Microsoft and Databricks under NDA



Optimized Databricks Runtime Engine

DATABRICKS I/O SERVERLESS

Collaborative Workspace

Cloud storage

Data warehouses

Hadoop storage

IoT / streaming data

Rest APIs

Machine learning models

BI tools

Data exports

Data warehouses

Azure Databricks

Enhance Productivity

Deploy Production Jobs & Workflows 

APACHE SPARK

MULTI-STAGE PIPELINES

DATA ENGINEER

JOB SCHEDULER NOTIFICATION & LOGS

DATA SCIENTIST BUSINESS ANALYST

Build on secure & trusted cloud Scale without limits



Optimized Databricks Runtime Engine

DATABRICKS I/O SERVERLESS

Collaborative Workspace

Rest APIs

Azure Databricks

Deploy Production Jobs & Workflows 

APACHE SPARK

MULTI-STAGE PIPELINES

DATA ENGINEER

JOB SCHEDULER NOTIFICATION & LOGS

DATA SCIENTIST BUSINESS ANALYST





Semi-Structured, 

Event data

Azure storage

Polybase

Azure SQL Data Warehouse

Azure Event Hubs  

Kafka

Azure Databricks

(Spark)

Analytical dashboards

Model & ServePrep & TrainStoreIngest Intelligence











https://docs.microsoft.com/azure/machine-learning/service/quickstart-run-cloud-notebook


https://docs.microsoft.com/azure/machine-learning/service/how-to-create-portal-experiments


https://docs.microsoft.com/en-us/azure/machine-learning/service/machine-learning-interpretability-explainability


https://azure.microsoft.com/en-us/services/machine-learning-service/


Microsoft Azure


